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Animate vision systems incorporate directed sensor 
motion by actively positioning the camera coordi
nate system in response to physical stimuli. The 

computations involved in passive vision are so notoriously 
expensive that one might suspect that the added capability 
of animation increases the cost. Unexpectedly, experi
ments with mobile camera platforms are showing just the 
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opposite: visual computation is vastly less expensive when 
considered in the larger context of behavior. 

We are accustomed to thinking of the task of vision as 
being the construction of a representation of the physical 
world. Furthermore, this constructive process is regarded 
as being independent of larger tasks. From the Encyclope
dia of Artificial Intelligence: "the goal of an image under
standing system is to transform two-dimensional data into 
a description of the three-dimensional spatiotemporal 
world" and such a system "must infer 3-D surfaces, vol
umes, boundaries, shadows, occlusion, depth, color, mo
tion." 1 

But is this true? A new paradigm that we term animate 
vision argues that vision is more readily understood in the 
context of the visual behaviors that the system is engaged 
in, and that these behaviors may not require elaborate cat
egorical representations of the 3-D world. The main pur
pose of this article is to summarize the computational ad
vantages of the animate vision paradigm. 

Underlying the animate vision paradigm is the notion 
that the fundamental function of vision, whether in ani
mals or machines, is to govern the behavior of the system 
with respect to the environment. Vision does not passively 
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Progress toward 
a simple, parallel 
vision machine 

By Alex Pentland 

Any intelligent agent, be it robot or human, needs to 
continually update its knowledge about the sur
rounding environment, and images offer a rich 

source of relevant information. Unfortunately, however, 
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in normal two-dimensional images, the effects of viewing 
geometry, illumination, surface reflectance, and object 
shape are confounded together in a way that makes it very 
difficult to extract interesting information about the sur
rounding scene. 

Despite this difficulty, biological mechanisms that solve 
the problem were developed early in evolution. The first 
solutions, however, must have involved relatively simple 
mechanisms for them to have been discovered by means of 
blind evolutionary accident. Perhaps the best guess about 
what these first, simple vision systems were like comes 
from the observation that, following transduction of light 
by rods or cones, the first stage of almost all biological 
visual systems is split up the incoming signal into a neural 
representation that localizes imaged activity in terms of 
retinal position, time, and spatial frequency (size)1. It 
seems likely, therefore, that it is possible to build simple, 
robust vision mechanisms based on filtering images in 
both space and time, and so our research group has devot
ed its main effort toward searching for these mechanisms. 

What we have found is quite interesting: it now appears 
to us that we may be able to obtain serviceable estimates 
of most of the interesting scene properties by examining 
the outputs of a few relatively simple filtering mechanisms. 
We have discovered, for instance, that we can extract good 
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Continued from page 9 

supply information to some homunculus, but forms an in
tegral part of a behaving system. Thus, visual processes 
endow the system with specific functional abilities2 that 
allow it to execute some characteristic behavior within the 
appropriate environment. 

The above paradigm suggests a specific approach both 
to understanding vision in the abstract and producing 
practical machine vision systems. The first step is to identi
fy, and produce general implementations of, a set of foun
dational visual abilities. Once a basic behavioral repertoire 
is obtained, its components can be combined and modi
fied to produce systems of increasing sophistication in a 
manner superficially resembling biological evolution. 

For this approach to be successful, the foundational be
haviors must satisfy several conditions. First, the beha
viors must be explicitly definable so that it is possible to 
determine whether or not an implementation fulfills the 
requirements. Second, the methods of implementation 
must be well grounded theoretically so that it is possible to 
state under just what conditions they are applicable. Final
ly, the behaviors chosen should have meaning and their 
implementations should be applicable in a broad range of 
environments. Such abilities have the greatest potential for 
generalization and modification into more sophisticated 
functionalities, and are also most likely to contain ele
ments useful in synthesizing a general framework for vi
sion. 

A particularly fruitful source of foundational visual be
haviors is in the area of motion control. There are several 
reasons for this. 
• Movement constitutes the primary means by which ani
mals (including humans) interact with the physical world. 
Thus, many practical tasks that people would like to have 
machines perform depend on the ability to control mo
tion. The range of biological systems provides a potential 
source of information as to how complex behaviors may 
be built up from simple ones. Conversely, research into 
visual control of motion in machines could contribute to 
understanding biological systems. 
• Appropriate control of movement can greatly simplify a 
number of visual tasks that are difficult if the system must 
work with a static image. For example, an animate vision 
system can move the cameras in order to get closer to ob
jects, change focus, and in general use visual search. 3 , 4 Of
ten this visual search is more effective and less costly than 
algorithmic search on a single image, which may not even 
have the desired object in its field of view. 5 Animate vision 
can also make programmed camera movements. These 
provide additional constraints on the imaging process.6 In 
turn, this facilitates the computational process dramatical
ly: properties that are difficult to compute with a fixed 
camera system are much more easily computed with a 
moving camera system. One of the first demonstrations of 

One of the most basic visual behaviors 
concerns the movements of the imaging 
system in the process of solving complex 

tasks. 

this advantage was Bandopadhay's computation of rigid 
body motion parameters.7 , 8 

• The interactive control motion implicitly involves the 
use of time. Incorporation of temporal considerations into 
traditional systems has generally been viewed as a large 
and difficult step. Constructing a system through combi
nation and modification of behaviors, all of which are 
temporal processes themselves, forces time to be incorpo
rated as an essential element. Thus, animate vision pro
vides a natural way of including time from the ground up. 

This article describes a number of visual behaviors that 
we have implemented and which we believe to be useful 
foundational abilities. Applications and potentially useful 
combinations and modifications for these behaviors fall 
primarily into two categories: gaze control and visual nav
igation. The first of these comprises a set of interlocked 
behaviors that, by appropriately controlling the move
ment of the eyes, can enormously simplify the implemen
tation of other visual tasks. The second represent a group 
of visual abilities having the common property that they 
aid a system to move about the world in a controlled man
ner, but which also turn out to be easily adapted to other 
functions. 

Gaze control 
One of the most basic visual behaviors concerns the 

movements of the imaging system in the process of solving 
complex tasks. In this regard, it is most instructive to ex
amine data from eye movements in the human visual sys
tem (HVS). First of all, one must appreciate that the hu
man eye is distinguished from current, electronic cameras 
by virtue of having much better resolution near the optical 
axis. The human eye has a high-resolution fovea where, 
over a 1° range, the resolution is better by an order of 
magnitude than that in the periphery. One feature of this 
design is the simultaneous representation of a large field of 
view and high acuity in the fovea. With the small fovea at 
a premium in a large visual field, it is not surprising that 
the human visual system has special fast mechanisms (sac-
cades) for moving the fovea to different spatial targets. 

The first systematic study of saccadic eye movements in 
the context of behavior was done by Yarbus.9 A selection 
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FIGURE 1. Reproduction from I.E. Repin's picture "An 
Unexpected Visitor" (a) and three records of eye move
ments. The subject examined the reproduction with both 
eyes for three minutes each time. Before the recording 
sessions, the subject was asked to: (b) give the ages of 
the people; (c) remember the position of the people and 
objects in the room; and (d) surmise what the family 
had been doing before the arrival of the "unexpected 
visitor." 

of his data are shown in Fig. 1. Subjects are given specific 
tasks pertaining to the well-known picture, "The Unex
pected Visitor." The figure shows the traces for three min
utes of viewing as a subject attempts to solve different 
tasks: (1) give the ages of the people; (2) surmise what the 
family had been doing before the "unexpected visitor"; 
and (3) remember the position of the people and the ob
jects in the room. 

The last is most instructive, because it so similar to the 
task of many computer vision programs: since the eye 
movement traces show a specialized signature for this 
task, it is probably not done routinely. Instead, the overall 
impression of these traces is that the visual system is used 
to subserve problem-solving behaviors and such behaviors 
may or may not require an accurate model of the world in 
the traditional sense of remembering positions of people 
and objects in a room. 

We collectively term different mechanisms for keeping 
the fovea over a given spatial target gaze control. A n im
portant factor in gaze control is image stabilization. As 
animals, we move in relatively fixed environments, but we 
also have to deal with other moving objects, animate and 
inanimate. Although we must function in the presence of 
different kinds of motion, our visual system works best 
when the imaged part of the world does not move. The 
spatial target at which the two optical axes intersect is 
termed the point of fixation. Binocular systems work to 
stabilize the images in the neighborhood of the point of 

fixation, but cannot achieve complete stabilization owing 
to the 3-D nature of the world. 

Gaze control mechanisms fundamentally change com
putational models of vision. Without them, the visual sys
tem must work in isolation, with the burden of solving 
difficult problems with many degrees of freedom. With 
them, a new paradigm emerges in which the visual calcu
lations are embedded in a sensory-motor repertoire that 
reduces degrees of freedom and has the following compu
tational advantages. 
• Gaze control systems can be used to focus attention or 
segment areas of interest in the image pre-categorically. 
That is, one can isolate candidate visual features without 
first associating them with models using the degrees of 
freedom of the gaze control mechanisms. For example, 
one can use the blurring introduced by self motion while 
fixating to isolate the region around the point of fixa
t ion. 1 0 Similarly, one can use regions of near zero disparity 
produced by a binocular vergence system. 
• The ability to control the camera's gaze, particularly the 
ability to fixate targets in the world while in motion, al-

FlGURE 2. Much previous work in computational vision 
has assumed that the vision system is passive and com
putations are performed in a viewer-centered frame (A). 
Instead, biological and psychophysical data argue for a 
world-centered frame (B). This frame is selected by the 
observer to suit information-gathering goals and is cen
tered at the fixation point. The task of the observer is to 
relate information in the fixation point frame to object-
centered frames (C). 
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lows a robot to choose external coordinate frames that are 
attached to points in the wor ld . 1 1 In contrast, passive vi
sion systems have used camera-centered frames. 1 2 The 
ability to control gaze simplifies visual computations in 
that it allows for behaviors based on fixation point relative 
coordinates. This allows visual computations to be done 
with less precision (see Fig. 2). 
• The fixation point reference frame allows visuo-motor 
control strategies that serve relative to that frame. These 
are much simpler than strategies that use ego-centric coor
dinates. 
• Gaze control leads naturally to the use of object-cen
tered coordinate systems as the basis for spatial memory. 
Object-centered coordinates have a great advantage over 
ego-centric coordinates in that they are invariant with re
spect to observer motion. 1 1 

A robot with gaze control 
Figure 3 shows the Rochester Robot. The "robot head," 

built as a joint project with the University of Rochester's 
Mechanical Engineering Department, has three motors 
and two C C D high-resolution television cameras provid
ing input to a MaxVideo® digitizer and pipelined image-
processing system. One motor controls pitch of the two-
eye platform and separate motors control each camera's 
yaw, providing independent "vergence" control. The mo
tors have a resolution of 2,500 positions per revolution 
and a maximum speed of 400°/second. The controllers al
low velocity and position commands and data readback. 
The robot arm has a workspace with a two meter radius 
and a top speed of about one meter/second. 

We argue that the ability to control gaze can greatly 
simplify the computations of early vision, but what of the 
complexity of gaze control itself? If that should turn out to 
be prohibitively difficult, it would negate the value of this 
paradigm. Fortunately, all our experimental work to date 
argues that this will not be the case. 

Currently we use a "dominant eye" control protocol 
whereby the dominant camera controls the system pitch 
and its own yaw coordinate using a simple correlation 
tracking scheme.1 0 The non-dominant camera uses a novel 
vengence correction algorithm 1 3 based on the cepstral fil
ter 1 4 to correct its own yaw error. These components run 
in real time. At the moment, there are many differences 
with a reasonable human model, but the performance is 
sufficiently good to allow us to explore vision while fixat
ing in real time. 

The importance of vergence in gaze control has been 
dramatically demonstrated. 1 3 Without vergence, very 
large disparities on the order of half the image dimension 
can be obtained. These pose difficulties for algorithms that 
use stereo to build depth maps. With vergence, the dispari
ties for the objects of interest can be kept small. In fact, 
most models of human steropsis posit a fusional system 

FIGURE 3. The University of Rochester's robot head. 

that brings the disparities within the range of a detailed 
correspondence process. 1 2 , 1 5 

The fixation frame 
Early vision builds retinotopically-indexed maps of im

portant environmental features such as depth, color, and 
velocity. Despite extensive work in this area over the past 
decade, the construction of such maps with computational 
models has proven to be very difficult. A primary reason 
for this may have been the assumption of a passive vision 
system. In a system with gaze control, the degrees of free
dom of the cameras are under the control of the animal. 

Aloimonos et al. show in a general way how such as
sumptions can stabilize the computation of those features, 
but their analysis misses the following vital point.5 A pas
sive vision system is more or less constrained to use the 
coordinate system dictated by the camera optics. In con
trast, an active system that can fixate an environmental 
point can use an object-centered frame of reference cen
tered at that point. The calculations of early vision are 
greatly simplified, given this ability. Note that this is a very 
different assertion than that of Marr, who emphasized 
that the calculations were in viewer-centered coordi
nates.1 2 We assert that the calculations are more correctly 
represented as being in object-centered coordinates. As 
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FIGURE 4. Kinetic depth obtained by making head mo
tions with respect to a fixation point. Points in front of 
the fixation point (A) appear to move in the opposite di
rection to the commanded motion Vc, whereas points 
behind (B) appear to move in the same direction. 

shown in Fig. 2, the object-centered frame is viewer-ori
ented, but not viewer-centered. 

To illustrate the advantages of using the fixation frame, 
we developed a computational mode of motion parallax. 
Motion parallax, or kinetic depth, is the sensation of 
depth obtained by moving the head while fixating an envi
ronmental point. This model shows how the ability to fix
ate greatly simplifies the computation of both velocity and 
depth. In kinetic depth, objects behind the fixation point 
move in the same direction. The apparent velocity is pro
portional to the distance from the fixation point.16 Figure 
4 shows this relationship. 

Our main result is that the depth Z is related to the 
fixation depth Z0, the optic flow vector (u,v), the focal 
length f, and the magnitude of the commanded velocity Vc by a function that only depends on the local spatial and 
temporal derivatives as well as the direction of motion. 
This demonstrates that the computation of depth from op
tic flow in a static scene is much easier when the frame of 
reference is centered at the fixation point. In this case, 
knowing the direction of motion provides a particularly 
simple computation of the flow field. In addition, it is easy 
to compute scaled depth Z/Z0, which is a monotonic func
tion of gx and gt, with the zero value at the fixation point. 

We have recently implemented this method on our 
MaxVideo processor and have verified that a depth esti
mate can be obtained in real time over a 400 x 400 pixel 
image without iteration.17 In contrast, depth and flow 
have proved difficult to compute with fixed camera meth
ods. This result shows that the early vision computations 
of animate vision are decidedly simpler than fixed camera 
vision, as first noted by Aloimonos et al.6 Table 1 com
pares the two paradigms. 

Another point is that the visuo-motor system is best 
thought of as having distinct computational modes. By 
this we mean that the results of a computation can only be 
interpreted if the state of the system is known. For exam
ple, when fixating a stationary point, the optical flow map 
can be interpreted as a depth map, but when pursuing a 

moving target, this interpretation is no longer valid. 
Ramachandran has raised this point, arguing from psy

chophysical grounds that the visual system may best be 
thought of as many different algorithms that exploit differ
ent cues, but that do not always work and may not be 
simultaneously satisfiable.18 Brooks has also noted this 
point, using the term "sensor fission" to emphasize that 
different sensors may be used in different tasks.19 We con
cur, adding that within the visual framework itself, many 
different computational channels may be used indepen
dently. 

Relative vision 
Many psychophysical tasks suggest that the way the im

age is interpreted depends on occlusion cues such as 
shown Fig. 5. It is not easy to make such judgments in an 
arbitrary position, as would be required by a viewer-cen
tered hypothesis. The kinetic depth result suggests that the 
notion of a fixation point may be implicit behind the anal
ysis, even though we might be not be aware of it. Our 
perceptual system is structured to make accurate judg
ments relative to an object-centered frame at the fixation 
depth. Simplistically, imagine that one keeps two maps: 
one for structures judged to be in front of or at the fixation 
depth, one for structures that are behind the fixation 
depth. The different interpolation rules can be fixed for 
each map. 

The way the constraints are handled generalizes to ste
reo in that the computations also provide a relative de
scription with respect to an origin centered at the environ
mental point. Knowing the system parameters (controlled 
movement, focal length, depth of the fixated point) allows 

Animate 
Vision 

Fixed Camera 
Vision 

well-posed 
usually undercon
strained (the "ill-
posed problem") 

behavioral state 
supplies necessary 

constraints 
smoothness conditions 
required to stabilize 
the computations 

computations are local 
in image space; can be 

solved in place in 
constant time 

iteration over entire 
image is required 

TABLE 1. A comparison of early vision computations 
done by animate vision and fixed camera systems. 
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FIGURE 5. A letter "A" is easier to see if its components 
result from real occluding boundaries. This can be ex
plained if the occluders can invoke a fixation depth that 
is in front of the plane of the A's components. 

FIGURE 6. Top view of binocular stereo system shows 
how relative disparities can guide a manipulator to the 
plane of fixation. 

the relative description to be scaled with respect to the 
environment, if necessary. However, we suspect that, 
more often than not, the relative framework can be used. 
For example, in visually guided manipulation, the relative 
information would be adequate. The relative system also 
has the virtue of requiring much less mathematical preci
sion than the computations done in absolute coordinates. 
This is because the foveas provide the best precision only 
at the fixation point and an animate vision system would 
have to be at least 10 times larger, with even greater in
creases in computational costs, which scale by at least a 
low order polynomial factor. 2 0 

Another task where less precision can be used is in visu
ally guided reaching (Fig. 6). An arm out of the plane fixa
tion can be guided to using only relative disparities of the 
manipulator as seen by the visual system. This scheme has 
the virtue of using the natural output of the stereo system 
which is in terms of fixation-relative coordinates. 

Spatial memory 
Mobile vision systems have the fundamental problem of 

representing space. One extreme solution is to have very 
high-resolution maps of the spatial environment and up
date these maps when something is changed. But for a 
variety of reasons, such a solution is not practical for ani
mate systems. The foremost of these are the errors in the 
measurement system itself, which are a function of the rel
ative positions of the robot and target object. Another rea
son is that such maps are very expensive in terms of size, 
since only a small portion of the material is relevant to 
tasks that require it to be identified. 

We have argued that gaze control allows the perception 
of properties of the world to be related to a coordinate 
frame that is attached to the world by using the abilities to 
fixate or pursue. 1 1 However, this coordinate frame is only 
valid for the duration of the camera fixation; some addi
tional structure is necessary for spatial memory. Our mod
el of spatial memory represents features with respect to 
object-centered frames. A n elegant way of relating this co
ordinate frame to object-centered frames (OCFs) posits an 
explicit representation of transformations between OCFs 
and the current view. If one assumes that the model and 
view have primitive parts—for example, line segments— 
matches between these parts determine particular values 
of the transformation that relate the stored model to the 
current v i ew . 2 1 , 2 2 

Figure 2 can be used to summarize the central ideas. 
The current view represents similar features, but with re
spect to a frame that is centered on the current fixation 
point (as opposed to the camera frame used by passive 
systems). For example, if the fixation point is the object-
centered frame origin, the transformation will only differ 
by a rotation, having a translation value of zero. This 
leads naturally to models of spatial memory that store re
lationships between object-centered frames. 

In a computational theory of active vision, eye move
ments have an integral role in the storing and retrieval of 
spatial information in the following ways: (1) the view 
transform T b c contains the information necessary to fove
ate a visible object that has been recognized; and (2) 
stored relationships between objects, T c c

, , can be used to 
transfer gaze from one object to another. In contrast, ego-

Mobile vision systems have the 
fundamental problem of representing 

space. 
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FIGURE 7. A foveal vision system is an elegant solution 
to the problem of high spatial resolution and a wide 
field of view. The price paid is that small objects on the 
periphery are hard to see. However, known relationships 
with large objects can help. In (A), the cup cannot be 
easily seen, but in searching for the cup, one can first 
look for the table (B), which in this case brings the cup 
near the fovea, where it can be found (C). 

centric or camera-centered systems attempt to maintain 
the transformations T a c and T a c , , which is more computa
tionally intensive. 

A fovea is an elegant solution to the problem of simulta
neously having high spatial resolution and wide field of 
view, given a fixed amount of imaging hardware. The 
price paid is that the high resolution fovea must be cen
tered on the visual target. Thus, small objects in a cluttered 
periphery can be effectively invisible. We think this diffi
culty can be minimized by having a stored model data 
base whereby small objects are linked to larger objects. 

To illustrate this proposal, we have built a two-dimen
sional eye movement simulator. Figure 7 shows the results 
from a test simulation. The problem is to locate a cup that 
is initially invisible in the periphery. Knowing that the cup 
is on the table, we first locate the table via our Hough 
transform technique,23 and then use the pose information 
to center the gaze. In this instance, once the gaze is cen
tered on the table, the cup is within the high resolution 
fovea and can be found by using the same Hough trans
form technique, but now with the cup as the stored model. 
Here again, application of a system with a high precision 
fovea avoids having to make fine-grained measurements 
over the full field of view. 

Visual navigation 
Visual navigation represents another area in which the 

animate vision paradigm can be profitably applied. The 
problem is of considerable practical and scientific interest, 
and a large amount of research has been done on it. How
ever, much of this research has addressed applications in 
highly specific environments. Research on more generally 
applicable methods has concentrated on reconstructive 
techniques, the idea being that a quantitative 3-D model of 

the world wil l allow classical path-planning algorithms to 
be used. But this approach has been hampered by the gen
eral difficulty of reconstructive vision. We argue that there 
exist well defined navigational primitives that are applica
ble in general environments and that wil l be useful in con
structing navigational systems for many applications. In 
fact, it turns out that some of these behaviors may be 
adaptable to problems that appear, at first sight, unrelated 
to navigation per se. 

Two basic navigational behaviors that are useful both in 
themselves and as components of more sophisticated sys
tems are obstacle avoidance and visual homing. Obstacle 
avoidance implies the capacity to move about in an envi
ronment containing physical objects without striking 
them. Homing refers to the ability to reach a special point 
in the environment from an arbitrary starting location. It 
is interesting to note that these navigational abilities can 
all be found in the simpler biological vision systems such 
as those possessed by flying insects. 

Obstacle avoidance 
Obstacle avoidance is an important low-level behavior 

since most autonomously moving systems are liable to 
damage, or at least inefficient operation, if they collide un
intentionally with the environment. The task can be per
formed non-visually by range sensing methods, and it is 
generally proposed that the problem be solved visually 
with a similar algorithm using depth data from a recon
structed scene. However, there seems to be a surprisingly 
simple and robust solution based on qualitative features of 
the optical flow. 

The method uses the fact that the expansion of an ap
proaching obstacle produces positive divergence in the op
tical flow, and the fact that divergence is invariant under 
rotational motion. Thus a divergence detector would re
spond to approaching obstacles regardless of the motion 
of the observer. Moreover, regional divergence, such as 
that associated with an approaching obstacle, is a persis
tent feature under perturbation of the input data. Our sys
tem makes use of a set of one-dimensional divergence-like 
measures called directional divergences. These are essen
tially the one-dimensional divergences of the projections 
of the motion field in various directions. They have the 
advantage of being both easier to compute from image 

... small objects in a cluttered periphery 
can be effectively invisible. 
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sequences and of conveying more information than the 
single divergence value. It can be shown that the direction
al divergence possesses the same qualities with respect to 
rotational invariance as the ordinary divergence. 

The main theoretical difficulty in using divergence mea
surements for obstacle avoidance has been that motion to
ward the observer is not the only factor that can produce 
divergent flow. In particular, translation parallel to a tilted 
surface can result in positive or negative divergence, de
pending on the direction of the motion. For directional 
divergence, however, it is possible to show the following. 
First, for an observer undergoing arbitrary rotational and 
translational motion, any object having a component of 
relative motion toward the observer will produce a posi
tive diectional divergence in some direction. This means 
that no matter how the observer is moving, a potential 
collision can always be detected on the basis of divergence 
measurements. Second, detection of divergence in the flow 
field always indicates an object that is nearby in a sense 
that can be well defined. Thus, even if the detection of 
divergence in some portion of the image does not indicate 
an imminent collision, it is worth noting because it repre
sents a nearby obstacle that would become a collision haz
ard if the direction of motion were to change. 

A much stronger result can be stated if the observer is 
undergoing purely translational motion as could be 
achieved using the stabilization method mentioned previ
ously. In this case, an object is on a collision course with 
the sensor if and only if there is positive divergence at a 
point of zero flow (i.e., a focus of expansion). This fact has 
been noted by several authors. 2 4 

The practical question is whether the directional diver
gences can be determined with enough reliability for the 
above approach to be usable. Because only inexact esti
mates of the divergence are required, it turns out that a 
relatively simple procedure provides sufficient information 
from real images. Briefly, a differential technique (a la 
Horn 2 5 ) is used to approximate the projection of the mo
tion field parallel to the local gradient at each point in the 
image. The information for each direction is then used to 
estimate the corresponding directional derivative by con
sidering the difference of the average projected motion in 
adjacent neighborhoods. The method depends on the exis
tence of sufficient visual texture in these neighborhoods. In 
practice, the texture in ordinary objects such as cinder 
blocks, faces, and tree-bark proved adequate. 

Using the above technique, we developed an obstacle 
avoidance system for a robot-mounted camera that was 
able to navigate successfully between obstacles in a real-
world environment. Figure 8 shows an example of a haz
ard map computed for a scene containing a pair of obsta
cles in front of the camera. White areas indicate danger, 
gray areas insufficient information, and black areas safe 
regions. This work is described fully by Nelson and Aloi 
monos. 2 6 

Visual homing 

Visual homing refers to the ability to move to a special 
point in the environment referred to as the goal point from 
a more or less arbitrary starting location. The system 
might also be required to reach the point in a specified 
orientation. A n example is the behavior displayed by cer
tain wasps that are able, upon returning from a consider
able distance, to locate an obscure nest on the basis of 
surrounding visual features. This behavior is slightly more 
complex than the preceding one, as it requires the system 
to be trained to respond to features specific to a particular 
environment. Current systems that perform homing do so 
on the basis of a beacon—a unique, unmistakable feature. 
The challenge is to find a way of training a system to home 
using only the features naturally present. 

We propose that the problem be approached by imple
menting a direct association between visual patterns and 
motor commands. The basic idea is to define a mapping 
from images into a pattern space that can be viewed as a 
vector of features. The similarity of two patterns can then 
be defined in terms of the number of features that have the 
same value. The system is trained by storing a number of 
reference patterns that correspond to the images seen from 
corresponding reference points in the motion space of the 
observer. With each reference pattern is associated an ac
tion appropriate to the corresponding reference point 
(e.g., a direction to move). 

In operation, the system obtains an index pattern by 
mapping the current image into the pattern space. The in
dex pattern is then compared against all the reference pat
terns to find the one most similar. If the similarity is high 
enough, then the observer is presumed to be near the cor
responding reference point, and the associated action, as
sumed to be appropriate, is executed. 

Clearly, the crux of the problem lies in the appropriate 
definition of the mapping from images to the pattern 
space. The mapping must have two properties: first, pat-

FlGURE 8. Hazard map computed for a pair of obstacles 
(pieces of bark). White indicates positive divergence (i.e., 
danger), gray insufficient information (i.e., caution), and 
black low divergence (i.e, safe). 
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terns whose antecedent points are near each other must be 
similar; second, and conversely, the probability that simi
lar patterns correspond to mutually distant points must be 
sufficiently low. In addition, since it is likely that a large 
number will be stored, the patterns should be concise. 

There is a balance that must be struck in regard to the 
relation between distance in the pattern space and distance 
in the motion space. To enable the system to span the gaps 
between reference patterns, the features composing the 
patterns must be detectable over some range of system po
sitions. However, the more general a feature becomes, the 
less use it is in accurately specifying a particular move
ment. Yet the system must both be able to generalize in 
order to conserve storage, and be able to make fine adjust
ments near the goal. 

A solution to this dilemma is a multi-resolution system 
that uses different associative memories in different do
mains. In the simplest example of such a scheme, the sys
tem would use the contents of one memory to make 
coarse adjustments while far from the goal and, when 
close enough, switch over to another memory that uses 
features at a small spatial scale to make fine course correc
tions. More complex scenarios can be imagined, and in 
general the scheme can be modeled as a combination of a 
set of associative networks with a finite state machine. 

A simple pattern space having some of the desired char
acteristics can be based on the orientation of edges in local 
regions of the image. For example, consider dividing the 
image into a 5 X 5 grid of local fields, and let the pattern 
specify which of, say, eight directions is the dominant edge 
orientation in each field. Since edges will tend to remain in 
the same field with the same orientation during small mo
tions, the patterns corresponding to proximate points in 
the motion space will tend to be similar. Conversely, if a 
large motion is made, most of the edges will move out of 
their original fields, and the patterns would be expected to 
be dissimilar. The patterns are also concise, consisting of 
25 features whose value can be specified with three bits. 
Under appropriate conditions, such edge-based patterns 
can be used to implement visual homing. 

The model of associative memory described above can 
be analyzed to determine the required number and spacing 
of reference points, as well as the probability of error, on 
the basis of the characteristics of the pattern space and 
measurable properties of the environment. This analysis 
shows that a homing system using edge-based pattern 
spaces would be practical for a number of applications. 
Such a system was implemented using a robot-guided 
camera and was able to home successfully in a visually 
complex environment.2 7 

The visual homing behavior described here is immedi
ately applicable to a number of practical problems, includ
ing docking operations, path following, and target loca
tion. It is also interesting because it can potentially be 
modified to subserve quite different behaviors. Specifical

ly, the system described implicitly carries out a primitive 
form of 3-D object recognition. By modifying the pattern 
primitives and the motor links, the basic architecture 
might be adapted to a variety of behaviors involving re
sponses to particular objects or classes. This suggests a 
way in which the complex recognition abilities possessed 
by higher organisms could have developed from more 
primitive behaviors. 

A simple integrated system 
One of the central issues that arises during the design of 

intelligent behaving systems is the integration of several 
different component behaviors. Parallel control systems 
provide an approach that is well matched to the parallel 
nature of real-world environments. The important ques
tions are how to construct a sophisticated behavior out of 
simpler ones and how to handle interaction between the 
submodules. The simplest possible paradigm is to com
pose a system from independent modules that do not com
municate directly at all. Surprisingly, reasonably complex 
systems can be constructed in this manner. 

To demonstrate this idea, we implemented a system on 
our robot, fancifully named "Juggler," that finds, tracks, 
and bounces a balloon in real time. The system consists of 
five independently operating agents that take visual input 
and output motor commands. 

1. The Horizontal Tracker keeps the balloon centered 
horizontally in the robot's field of view. If the target drifts 
too far to the left or right, a correctional motor command 
is issued. 

2. The Vertical Tracker operates to keep the balloon cen
tered vertically in a manner analogous to the horizontal 
tracker. 

3. The Depth Tracker attempts to keep the robot's racket 
centered under the balloon. If the target is too close, it 
moves the robot back; if the target is too far away, it 
moves the robot forward. 
4. The Spotter attempts to ensure that the balloon is actu
ally in the field of view. If no target is visible, a command 
is issued to move back so that the robot can get a better 
view. 

5. The Hitter swings at the balloon when it judges that it 
is centered directly over the racket. 

Each agent issues a command only if it registers the ap
propriate input. Thus, if no target is visible, only the spot
ter affects the motion; if the target is centered, only the 
hitter acts; otherwise, one or more of the trackers will act. 
In this case, because of the simple decomposition of the 
problem, conflicting motion commands cannot be issued 
to the motor system. In more complicated situations, an 
arbitration network might be required. Figure 9 shows the 
robot balloon batter. 
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FIGURE 9. The Rochester Robot prepares to bounce a 
balloon. 

We note that although the agents do not communicate 
directly, they do so indirectly through the medium of the 
environment. Thus, for example, the hitter knows that the 
trackers have performed their tasks because the target be
comes centered in the image. In effect, the environment 
serves as a backboard and as an integral part of a system 
encoding procedural knowledge. A similar statement ap
plies in the case of the visual homing algorithm described 
in the previous section where the appearance of the envi
ronment is modified by the action of the system, triggering 
the appropriate change in behavior. This is an important 
general principle. 

The study of animate vision is in its infancy, but we can 
already project that this paradigm will greatly extend the 
capabilities of all kinds of computer vision systems, partic
ularly those of mobile vision platforms. We believe such 
platforms will form the mainstay of future vision applica
tions. 
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